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The Laser Interferometer Gravitational Wave Observatory (LIGO) aims to experimentally verify for the first time ever the existence of gravitational waves predicted by Einstein’s General Theory of Relativity. In order to achieve the necessary sensitivity and locking stability, it is of paramount importance not only to keep the lengths of the optical cavities constant to better than 10-13m rms, but also to accurately control the angular degrees of freedom of the optics and suppress any fluctuations greater than 10-8 rad rms. In order to sense small angular misalignments of the optics and correct for it via a feedback control system, a wavefront sensing scheme has to be implemented. In this paper we present a derivation of a simple analytical model of alignment sensing in dual recycled interferometers, which allows us to calculate the effects of tilted mirrors and hence construct the applicable wavefront sensing matrix, relating the individual angular degrees of freedom to the signals at various output ports and at different demodulation frequencies. We show that for the Advanced LIGO optical configuration two pairs of resonant sidebands are sufficient to discriminate between misalignments in different mirrors, and propose changes in the system parameters to reconcile the requirements of length and alignment sensing.
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1. Introduction
Given the quadrupolar nature of gravitational radiation that ever so slightly stretch space along one transverse direction and compresses it perpendicular to that, an interferometer seems to be the natural choice of apparatus to go about detected these feeble undulations of space-time, by measuring the phase shift between light traveling down orthogonal arms. It’s a fascinating, but unsurprising fact and a demonstration of the persistence of clever ideas in physics, that essentially the same experimental setup that Michelson used a century ago to reject the aether-hypothesis and thereby corroborate the notion of the constancy of the speed of light independent of the choice of inertial frame, one of the pillars of special relativity, should now be employed to verify one of the most far-reaching predictions of Einstein’s general theory of relativity, namely the existence of gravitational waves.

While at the 40m laboratory at Caltech a prototype for future Advanced Laser Interferometer Gravitational-Wave Observatories (Advanced LIGO) is already being built, the first generation of full-scale LIGO detectors is just about to commence their initial science run and we are closer than ever before not only to confirming the existence of gravitational radiation, but also to opening up a completely new window to the universe, by making a yet entirely unexplored, new spectrum available to astronomy (see e.g. [1] for a readable undergraduate-level introduction to interferometric detectors).

However, successful detection requires equipment capable of measuring strains as tiny as 10-21 and in order to achieve the necessary sensitivity it is essential to reduce noise from various sources (amongst others seismic, thermoelastic, radiation pressure and shot noise) to an absolute minimum and to control the mechanical degrees of freedom of the optical cavities to great accuracy. In order to lock the interferometer (prevent the laser light from falling out of resonance by continuous feedback to laser frequency and mirror position) the lengths of the various cavities have to be dynamically adjusted to within 10-13m. Such strict requirements rule out the possibility of rigid attachment of the mirrors to an optical table, and instead we have to follow a completely different approach, namely to suspend the optics from wire loops (see Figure 1), which act like a pendulum and hence provides seismic isolation at high frequencies, while keeping the mass free to move horizontally in response to gravitational waves at low frequencies.

Figure 1: Suspended mirror

Another aspect of ensuring stable locking and low noise levels, which at such extremely high levels of precision becomes almost equally important due to the pendular nature of the suspensions, is to control the rotations of the mirrors. Fritschel et al. [9] have calculated an upper limit to angular fluctuations of 10-8rad rms for a LIGO-like kilometer scale interferometer and furthermore discuss the maximum admissible spectra of pointing and displacement fluctuations of the beam delivered to the core interferometer, which sets the requirements for the input optics. The latter does not concern us here and we start from the assumption that the incoming laser beam is sufficiently stable with respect to the beam splitter, which we will use as our reference for all angular misalignments. Violation of the angular alignment requirements would lead to loss of effective beam power (due to coupling into higher order modes as we shall see below), introduction of excess technical noise and corruption of the interference pattern at the dark port that could even introduce fake gravitational wave signals. Hence we need to implement a feedback control loop, which continuously corrects for any angular misalignments.

The actuation is performed by five optical sensor electromagnetic actuator units, each consisting of an arrangement of a coil, a light emitting diode (LED) and a photodiode attached to the suspension frame of each mirror, plus a small magnet glued to the mirror itself. This system can detect its position, pitch (rotation about the horizontal axis) and yaw (rotation about the vertical axis), by measuring the degree to which the magnet eclipses the LED, and move the mirror by varying the current in the coils.

Hence have a way of adjusting the angular degrees of freedom of each mirror, which will constitute the final stage of our control system, but the information obtained from the optical sensors is much too crude to be of any use to us, in particular since the measuring system is part of the suspension frame, which even though it sits on seismic isolation stacks is not perfectly at rest with respect to the mirror. This motivates the implementation of a more sophisticated alignment detection scheme.

We will see that this goal can be achieved by using a technique termed wavefront sensing, which employs the light itself as the measuring device in a similar fashion as the phase shift at the dark port carries information about the differential length change of the arms. In order to realize such a scheme we have to place quadrant detector photodiodes at various output ports such as to pick off light from different stages of the interferometer and use the fact that beats between the carrier light and the sidebands required for length sensing can be employed to infer angular misalignments. We will determine the optimal positions and demodulation phases of those quadrant detector photodiodes, as well as a scheme for converting their output into a set of useful error signals that allow us to discriminate between the misalignments of the different mirrors (by diagonalizing the so-called wavefront sensing matrix connecting mirror rotation angles and sensor responses as far as possible) such that we can accurately correct for it by acting on the tilted optic only.

For the initial LIGO detectors this calculation was performed by the “Modal Model” software package, which was developed by D. Sigg using a matrix approach. While it was hoped that the results for the more complex Advanced LIGO configuration could be obtained in the same way, this turned out to be impossible, and hence we devised our own model of wavefront sensing in Advanced LIGO interferometers based entirely on analytical expressions for every step leading to the final error signals that are fed into the control system.

In Section 2 we give an outline of the layout for the second generation of LIGO detectors as currently envisioned, Section 3 provides a very brief review of Gaussian beams in resonant cavities and the Pound-Drever-Hall reflection locking technique, while in Section 4 we present our derivation of a simple analytical model of alignment signals in dual-recycled interferometers and finally discuss our results in Sections 5 and 6.

2. The Optical Configuration and Control Scheme of Advanced LIGO

The optical configuration of Advanced LIGO is most easily understood by starting from a simple Michelson arrangement consisting of a source of coherent light, in our case a neodymium-YAG laser emitting infrared radiation at wavelength of 1.064 m, a beam splitter dividing the incident light power equally between two perpendicular arms and two mirrors terminating the arms which coincide with the end test masses (ETM) in LIGO. In principle these components alone are sufficient to carry out interferometry and detect small length changes to a precision only bounded by the standard quantum limit, but practical consideration lead us to add more optical elements.

From astrophysical considerations of understood sources of strong gravitational radiation we know that we cannot expect any detectable signals at frequencies greater than a few kHz because a mechanism that could coherently move stellar-sized masses at such high frequencies has yet to be conceived. Given a lower frequencies limit for earthbound interferometers of the order of 10Hz, set by unavoidable seismic noise, the LIGO science collaboration chose the peak sensitivity to lie in the region of about 100Hz, which still confines the range of observable events to the most violent and energetic processes imaginable, such as the last few seconds of spiraling in and the final coalescence of two compact objects or non-spherically symmetric supernovae.

To maximize the susceptibility of our apparatus to such events we need to increase the storage time in the arms in order to multiply the phase shift, which is the quantity we actually measure, for any given strain of the arm cavities. The obvious way to achieve this is to increase the length of the arms, but for terrestrial interferometers practical considerations set a limit to the dimension of our apparatus, which forces us to follow a different route, namely to fold the light path. We can achieve this by adding two input test masses that turn our arms into Fabry-Perot cavities, such that the laser beam effectively makes several hundred round trips before leaking out towards the beam splitter
. The optimal storage time is of the order of a half a period of the gravitational wave frequency, such as to accumulate the maximal phase shift.


Now the lengths of the Fabry-Perot cavities will be adjusted microscopically such that the laser light is on resonance, and the optical path lengths between the beam splitter and the input test masses such that the light interferes destructively at the antisymmetric port  (hence also called dark port). This implies that in the absence of a perturbation, such as caused by a passing gravitational wave, all the carrier light would pour out the symmetric (bright) port and be lost. However, there is an optimal laser power set by the interplay of shot noise, dominant at high frequencies and decreasing with laser power as 1/(Plaser, and radiation pressure noise, important at low frequencies and growing with laser power as (Plaser. These two fundamental noise sources
 define the so-called standard quantum limit, an uncertainty relation limiting the precision to which we can continuously monitor the differential length change for the initial LIGO design and the optimal laser power would be the one at which we can just reach the quantum limit at the design frequency. Those considerations would suggest an optimal laser power in the arm cavities of the order of 1MW, which is an order of magnitude greater than what initial LIGO achieves, while advanced LIGO will operate at the optimized power level. This argument shows that it would a waste of valuable laser power to just let the light heading towards the bright port escape and hence we place a so-called power-recycling mirror (PRM) in front of the beam splitter in order to coherently feed back the light into the interferometer thus increasing the power levels in the system substantially. The power-recycling cavity (PRC) formed by the power-recycling mirror and the input test masses must also be kept on resonance.


The most obvious change in upgrading to the Advanced LIGO design will be the addition of an additional optic, termed signal-recycling mirror (SRM), at the dark port of the signal. Despite the similar arrangement (hence the adjective dual-recycled) it serves a completely different purpose than the power-recycling mirror. While in the unperturbed state there will be no carrier light arriving at the dark port, the audio-frequency sidebands imposed by gravitational waves will pour out the dark port, as they constitute a differential signal. Hence the signal-recycling mirror can modify the response of the interferometer to gravitational waves and in particular reshape the limiting noise curve. Several schemes are conceivable, differing from each other by the tuning of the signal-recycling cavity (SRC). Extreme signal recycling has the SRC is resonant for the carrier such that the storage time for the audio-sidebands is increased, while extreme resonant sideband extraction has the SRC exactly antiresonant. In practice the most favorable arrangements have a tuning 0<d</2 in between these two depending on the frequency we wish to optimize our sensitivity for, and it has been shown that over a limited frequency range dual-recycled interferometers can even beat the standard quantum limit.

This leaves us with five relevant length degrees of freedom (see Figure 2) for the definition of spatial parameters), the common and differential arm cavity lengths, (LA+LB)/2 and (LA-LB)/2 respectively, the Schnupp asymmetry or differential Michelson length L2-L3, as well as the lengths of the PRC and the SRC, LPRC=L1+(L2+L3)/2 and LSRC=(L2+L3)/2+L4 respectively
. In order to dynamically control these lengths, two radio frequency (RF) sidebands are imposed on the laser light through phase modulation by Pockels cells, before it enters the interferometer, which can then be employed to keep the cavities on resonance by Pound-Drever-Hall locking as outlined below.

Figure 2: Parameters of a dual recycled interferometer

One of the sideband (difference) frequencies, 2, is chosen to be as high as possible, limited to about 200Mhz by current technology of RF photodetectors and demodulation electronics, the other frequency, 1, is set to be as low as the dimensions of the power recycling cavity, in which it has to be resonant and which in turn has fit into a vacuum envelope, allows. Both sidebands must be transmitted by the mode cleaner the light is passed through before it enters the core optics and hence their frequencies must be multiples of its free spectral range.

The current design is optimized for high sideband power in the recycling cavities only, and the idea behind it is to have the upper sideband of the higher frequency resonant in both the PRC and the SRC (due to the detuning of the SRC they cannot both be), while the lower frequency pair of sidebands is resonant in the PRC only (see Figure 3)

Figure 3: Advanced LIGO control scheme

According to this scheme, for a crude optimization of the power levels only, without regard of the requirements for alignment sensing, the following choice of lengths and frequencies has been suggested:
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where l, m and n are integers. These equations impose the conditions that the lower frequency sideband be resonant in the PRC, the dark port of the interferometer be bright for the frequencies (2 and that the upper sideband of frequency 2 be resonant in the signal-recycling cavity.

We wish to use the very same sidebands to also control the angular degrees of freedom of the interferometer. Choosing to use the beam splitter as a reference we can describe those in terms of differential and common arm cavity, and recycling cavity modes, as we have done for the lengths.

Figure 4: Angular degrees of freedom of a dual-recycled interferometer

The depicted degrees of freedom are not actually the normal modes of the system (which would be the axes of a six-dimensional variance ellipsoid describing the reduction of sensitivity as a function of relative motion in the six degrees of freedom) but we will refer to them as modes for convenience.

In this picture a rotation of the beam splitter is equivalent to appropriate misalignments of the other six mirrors. However, as is easy to visualize, this would cause the beam spots on the mirror to move off centre, most severely so on the end test masses due to the great length of the arms. Fritschel et al. [9] have estimated that this effect would be detrimental to the sensitivity if the beam centroid were displaced by more than 1mm from the centre of rotation of the mirror. To prevent this from happening a separate monitoring system must be implemented, to ensure that gradual drift during the operation of the alignment control system doesn’t displace the beam too much from the center of the mirror.

3. Gaussian Beam Optics, Resonant Cavities and Pound-Drever-Hall Locking

beam parameter

Hermite-Gaussian modes

Guoy phase advance

Guoy phase telescope

Far field diffraction angle

decomposition into modes, frequencies, polarizations

Rayleigh length

Pound-Drever-Hall

Nulled lock-in operation

Define U(x)

Note that there is another crucial difference between length sensing and alignment sensing. Whereas length sensing show up as a phase shift in the TEM00 modes of the carrier and sidebands which are already present in the unperturbed situation, alignment sensing signals rely on TEM10 modes which have to be created at a misaligned surface in the first place. The consequences of this are twofold: Firstly, because the angles we are concerned with and as we shall see below the coupling coefficients quantifying the relative strength of the TEM10 component are small, the alignment signals resulting from the interference terms involving these first order modes are several orders of magnitude smaller than the length sensing signals, and secondly, because … propagate in a different way…

How photodiodes operate. Quadrants, add all four for length sensing signal.

4. Derivation of an analytical model of alignment sensing signals in dual-recycled interferometers

In this section we outline the derivation of the results required to obtain an analytical solution of the problem. The basic scheme is to first calculate the steady state fields of the TEM00 mode at all relevant points of the interferometer in the perfectly aligned state, then treat any misaligned optics as a source of TEM10 mode with the appropriate coupling coefficients and propagate both fields to the various output ports, where we demodulate with an appropriate choice of phases to maximize the signal.

Because the response of the interferometer to misalignments in pitch and yaw is the same to first order (even though we expect the root mean square amplitude to be bigger for pitch motion due to the pendular design of the suspensions, see Figure 1), we restrict all calculations to one transverse dimension. Furthermore we neglect the effects of higher order modes (i.e. consider only TEM00 and TEM10), which in the case of a LIGO observatory is an excellent approximation for angles smaller than about one half the far field diffraction angle of the beam impinging on the mirror (i.e. a normalized angle smaller than 0.5), as has been demonstrated by Hefetz et. al. [???].

Note also, that our derivation applies only in the quasi-static approximation. The time constant for the approach of a steady state situation is of the order of the light storage time of the arm cavities, which is approximately 1ms for the full-scale 4km interferometer. On the other hand, the control system we wish to implement would operate in a frequency range up to 10Hz at most, and hence a quasi-static calculation is perfectly sufficient for our purposes.

4.1. Fabry-Perot Arm Cavities

First consider a simple two-mirror Fabry-Perot cavity like the ones that form the arms of the LIGO interferometer. Let the front mirror (the input test mass) have amplitude transmissivity t1 and amplitude reflectivity ± r1, while for the end test mass we denote the corresponding variables by t2 and ± r2. We use here the convention usually preferred by physicists, choosing the transmission coefficients to be real and positive, and the reflection coefficients to be real with the sign depending in the side from which the beam is incident
. Our sign convention is illustrated in Figure ???.

Figure ???: Definition of variables for a Fabry-Perot arm cavity


At every mirror we have a junction condition that allows us to relate the fields on either side, such that if we denote the amplitude of the incident field by Einc, of the circulating field by Ecir and of the reflected field by Eref, we can write:
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Note that in writing down this expression with complex field amplitudes E, we take into account the overall phase only, i.e. we do not keep track of the Guoy phase advance and the one due to the (-kz+t) term separately. This is also implicit in the form of our propagator exp(-iexp(-ikLA+i), which takes into account both the Guoy phase advance  and the phase shift –kL that an idealized plane wave would experience, but doesn’t discriminate between the two
. In fact it is impossible maintain such a distinction in this simple picture, because we’re working under the assumptions that mode matching is perfect and the shapes of the wavefronts impinging on any mirror exactly fit its curvature, such that all modal and frequency components have the same beam parameter (i.e. the same characteristic width and radius of curvature) at any point. 

Using the propagator and junction conditions it is trivial to derive:
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And hence:
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which allows us to define an effective complex reflection coefficient rFPA of the arm cavity given by:
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and similarly for the second arm cavity:
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Note that on resonance the effective reflection coefficient is real, and due to the almost perfectly reflective end test masses will be positive for the carrier (the cavity is said to be over-coupled, because r2(r12+t12)>r1 on resonance). The sidebands on the other hand are approximately anti-resonant in the arm cavities (not exactly, because otherwise their even harmonics would be resonant) so that for them the effective reflectivity is negative.

4.2. Beam Splitter and Recycling Cavities

Having worked out the effective reflectivity of the arm cavities, we can now draw a simplified picture of the remaining interferometer (see Figure ???) which essentially consists of the two coupled recycling cavities.

Figure ???: Definition of variables for the recycling cavities
We denote by E0 the amplitude of the incident light, by E1 to E4 the steady state fields of the TEM00 mode as indicated in Figure ??? and as above by r and t the amplitude reflection and transmission coefficients of the mirrors. Using exactly the same method as in section 4.1. it is easy to derive the matrix equation:
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with the subscripts of the reflection/transmission coefficients and phases accrued as shown in Figure ???. 
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is the column matrix of the steady state fields and
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is the column matrix of source terms. It is a matter of simple linear algebra to solve for E1 to E4 and by propagating the fields to the output ports we are interested in we obtain:
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In addition to observing the bright and dark port of the interferometer, we can also pick off so-called ghost rays reflected from the anti-reflection coatings of any substrate the beam passes through. Both the beam splitter and the input test masses are equipped with wedge angles of 0.5(, which prevents the backscattered light from interfering with the main beam, and due to this spatial separation it is easy to steer such ghost beams onto a photodiode. In particular, we chose to look at a reflection from the substrate of the beam splitter, which corresponds to extracting a small fraction of the field at E3, such that
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where rAR is the amplitude reflectivity of the anti-reflection coating and we have neglected the phase shift accrued within the substrate (see Figure ???). Note that the loss of beam power due to unwanted reflections is accounted for in the scattering coefficients r and t of the mirrors.

Figure ???: Pickoff from antireflection coating of beam splitter
4.3. Misaligned Mirrors and Coupling into TEM10 Mode

We have calculated the steady state fields of the TEM00 mode of any given Fourier component at all relevant locations in the perfectly aligned interferometer, and so we are now in a position to ask what changes when we misalign some of the mirrors slightly. A tilt of angle x with respect to the nominal optical axis of a cavity results in any beams reflecting off that surface being deflected by 2x. If we assume for simplicity that the mirror surface was flat and that the waist of the incoming beam was placed at the mirror, such that its wavefronts coincide with the surface, we can easily resolve the magnitude and phase of the off-axis electric field of the reflected beam E(x’) traveling along the axis z’ onto the corresponding wavefronts of a TEM00 beam AU0(x)  reflected from a perfectly aligned mirror and traveling along z (see [7]).

For the magnitude of the electric field we find that to first order there is no change
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The phase, on the other hand, which is independent of x at the waist of a Gaussian beam, where the wavefronts are planes, now depends on x because the wavefronts are tilted with respect to the coordinate axes:
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The findings of equations (???) and (???) can be summarized in a complex exponential, which can be expanded as x is small:
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We see that the modal decomposition allows us to express a perfectly Gaussian beam pointing in the wrong direction as a superposition of the TEM00 and TEM10 Hermite-Gaussian modes referred to the coordinate system defined by the nominal optical axis. There are two things worth noting about this equation. Firstly, for a tilt with respect to the nominal optical axis the coupling into the first order mode takes place in quad-phase (whereas for a displacement relative to the optical axis it would be in phase). Secondly, 

the expression xis just equal to the normalized angle ’x.

Hence for any TEM00 mode reflected off a misaligned surface we can treat that surface as a source of TEM10 mode with coupling coefficient 2i’x. Note that we neglect back-coupling of TEM10 into TEM00, which is a second order effect.

4.4. Propagation of TEM10 Mode

Having obtained the coupling coefficients connecting the two lowest order modes we repeat the steps of sections 4.1 and 4.2 for the TEM10 mode, this time treating not the incident beam (which we presume to have a perfectly Gaussian transverse profile), but any misaligned mirrors as sources.

Figure ???: Variables for propagation of TEM10 mode in arm cavity
Again we can define an effective reflection coefficient for the arm cavities (see Figure ???), but this time we have to add an extra term due to the potential sources. Denoting the electric field amplitude of the TEM10 mode by D, we can write:
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where rFPA is defined as above and
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with equivalent expressions involving B and rFPB for the other arm cavity. This again reduces the problem to a treatment of two coupled recycling cavities as depicted in Figure???.

Figure ???: Variables for propagation of TEM10 mode in the recycling cavities
Applying the same junction conditions and slightly modified propagators exp(-iexp(-ikL+2i), because the TEM10 modes accrues twice the Guoy phase shift of the fundamental Gaussian mode, we find:
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with M defined as above, except for all  now being equal to -ikL+2i
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Solving for the components of D and propagating the fields to the three output ports we obtain the following expressions:
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4.5. Radio Frequency Sidebands and Initial Modulation

Having derived analytical expressions for the TEM00 and TEM10 components of the beam at the locations where we wish to place our quadrant detector photodiodes, we can perform this calculation for each of the Fourier components we are interested in, i.e. the carrier frequency , and the frequencies of the sidebands  (  The latter are imposed on the carrier by passing the beam through a Pockels cell, which we assume is placed directly in front of the power recycling mirror and phase modulates the light with a cosine term according to
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which for <<1 reduces to
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corresponding to a simple Taylor expansion of the second term in the complex exponential. In actual fact we require two pairs of sidebands, of course, at (and (. This can be achieved either by passing the beam through two Pockels cells in series or equivalently by equipping one with a driving circuit that can resonate at both sideband frequencies. It is easy to see that this will result in 
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plus terms in 2, which represent parasitic sidebands at difference frequencies ( and -( that we can neglect because  is small.

The five Fourier components at frequencies ( and ( are the ones we are interested in, and we have seen above that we can trace them through the interferometer by evaluating (???a-c) and (???a-c) for each of them.

4.6. Demodulation at Output Ports

Having propagated both relevant modes of each frequency component to the various output ports, let us consider the alignment signals arising from the interference of the carrier at frequency  with a pair sidebands at frequencies ±. At any given port we end up with an electric field of the form (setting z = 0 at the output):
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Where 0 to 5 are generic overall phases at the output port in question, and  is a Guoy phase advance we chose to artificially introduce (with the help of a Guoy phase telescope) between the output and our detector. We see that by passing the beam through a Guoy phase telescope before performing the down-conversion we introduce an effective relative phase shift between the TEM00 and TEM10 modal components. As we shall see below, this provides, in addition to the RF demodulation phase, an extra handle on the relative strength of signals arising from different mechanical degrees of freedom.

We shall show how we can employ the phase information of the interfering Fourier/modal components to pick the optimal Guoy and RF phases for the demodulation and maximize the signal, again assuming that all interfering fields have the same beam parameter at the output and can hence simply be treated as complex amplitudes. We compute the intensity, which is the quantity the quad-photodiode ultimately measures, keeping only terms at the difference frequency and only those that make a non-zero contribution on a split photodiode after subtraction of the contributions of the two half-planes (i.e. the interference terms between TEM00 and TEM10 modes), we end up with four relevant cross terms:
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plus terms at DC and frequencies greater than .

We perform the demodulation by multiplying by cos(t – ), and averaging, which results in a signal proportional to:


[image: image33.wmf])

cos(

)

cos(

)

cos(

)

cos(

1

4

1

2

0

5

0

3

f

h

f

f

f

h

f

f

f

h

f

f

f

h

f

f

+

+

-

+

+

-

+

-

+

+

-

-

+

+

+

+

-

-

+

-

+

cr

sb

cr

sb

sb

cr

sb

cr

D

E

D

E

D

E

D

E


Recalling that the amplitudes of the TEM10 modes, D, are linear in the misalignment angle of any mirror, and those of the TEM00 modes, E, are independent of misalignments to first order, we see that we have obtained a linear and zero-crossing error signal, which is exactly what we require to implement a control system that can perform as an active null-device.

We are left with four terms and two parameters we can adjust to maximize their sum,  and . If only one pair of cross terms is significant e.g. the first two (TEM00 carrier against TEM10 sidebands), and those two terms have the same magnitude, as in the case of symmetrical sidebands, we find the optimal phases as max = - 0 + (5 + 3)/2 and max = (3 - 5)/2. In this simple case the signal level is indeed proportional to cos(-max)cos(-max), which means that we can get rid of unwanted signals by adjusting either max or max independently. However, as we shall see below this ideal situation is rather rare in a system as complex as a dual-recycled interferometer, and in the majority of cases the best we can do is adjust the phases for maximal signal amplitude of the desired signal.

Note carefully that if we had modulated with cos(t+) instead of cos(t) we would have introduced a phase shift exp(i) in the upper, but exp(-i) in the lower sideband. Hence at the output we would have shifted the phases 3 and 5, of the upper and lower sidebands respectively, in opposite directions, such that our choice of the demodulation RF phase max would be affected, but not the Guoy phase max, which is what we would expect.

5. Construction of Wavefront Sensing Matrices and Discussion of Results
The above analytical description of the response of the interferometer to angular misalignments and the corresponding signals being caused thereby allows us to calculate the response of potential quadrant detector photodiodes placed at the three output ports under consideration for each of the three demodulation frequencies , and - and for each of the six angular degrees of freedom individually, resulting in 54 potential signals. Furthermore, using the results of section 4.6 we can calculate the optimal RF- and Guoy-phases that would maximize each of those. We have implemented this calculation in a Mathematica notebook and confirmed its validity by extensive comparisons with two other simulations of the interferometer
.

In order to devise a sensing scheme that can be incorporated into an automatic, continuously operating alignment control system to prevent degradation of the interferometer sensitivity and that allows separate monitoring of the above six degrees of freedom, we have to construct a so-called wavefront sensing matrix relating misalignments to signal levels. This matrix has to be manifestly non-singular, and as diagonal as possible, because we need to be able to invert it in order to infer the misalignments from the measured signals in our six wavefront sensors. 

Hence for every degree of freedom we chose one of the three output ports, the demodulation frequency and phases, such as to isolate the wanted signal from the other modes as far as possible. Factors to be taken into account in doing so are the absolute amplitude of the signal, the amplitude of the signal compared to the absolute power at the output port (even though the DC offset and the Fourier components at higher frequencies are removed during the lock-in like demodulation process, they nevertheless introduce noise, such that this quantity can be viewed as a signal-to-noise ratio), and the relative amplitude of the signal we want to measure with a given detector compared to those of the other, unwanted signals. To a certain extent the last point can be improved on by choosing demodulation RF phases and extra Guoy phase shifts artificially introduced between output and detector wisely, such as to reduce the influence of parasite signals as far as possible.

However, while the naive application of (???) would imply one had two parameters,  and , at hand to reduce unwanted influences to zero, this is not usually the case in practice. Firstly the interferometers we are dealing with are not perfectly symmetric with respect to upper and lower sidebands. The detuning of the signal-recycling cavity introduces an asymmetry between upper and lower sidebands, because only the latter is resonant in the signal-recycling cavity. Secondly, for many of the signals there are not just two significant interference cross-terms, but all four are comparable and as we remarked above these two facts alter the functional dependence of signal level on demodulation phases from the simple product of two cosines to the more complicated function of  and  given by (???) which does not allow zeroing of unwanted influences by adjusting either variable independently of the other.

In practice this means that in the great majority of cases a signal from a certain degree of freedom that is contaminated with stronger signals from other misalignments will not be useful, as it will be impossible to null the latter by adjusting  and 
Having said that, we cannot possibly expect to construct a perfectly diagonal input-output matrix (wavefront sensing matrix) for our control system, which will inevitably work with a multiple input multiple output kernel, so combinations of two or three signals with comparable strength are still useful and indeed for most cases the best we can expect.

For the reasons outlined above, the construction of the most favorable wavefront sensing matrix is actually very intuitive, and even though optimization algorithms are easily implemented we found these almost superfluous. Tables 2 and 3 show the resulting matrices for the current design of the 40m prototype and of Advanced LIGO, using the parameters listed in Table 1.

We assume here a modulation index of 0.1 for both sidebands, which leads to 1% of the incident beam power being distributed equally amongst the sidebands, while the remaining 99% constitute the Fourier component at the carrier frequency. Defining the effective gain necessary to extract a signal as the ratio of overall power at the detector to signal amplitude, we find that with a gain of 100dB we our control scheme can reliably detect misalignments as small as 10-5 in units of normalized angle. This is two orders of magnitude smaller than the upper limit to rms fluctuations of =10-8 rad or ’=10-3 given in  [9] for a four kilometer initial LIGO interferometer. These considerations also set lower limits for acceptable signal levels at the outputs.

As can be seen from Tables 2 and 3 the use of the pickoff is rather limited, on the one hand because the absolute signal levels are rather low, but more importantly because this weak signal is buried in an unduly large amount of carrier light from which it has to be extracted by the demodulation process, such that the signal to noise ratio is rather unfavorable. This problem does not arise at the symmetric port, because the coupling of the carrier into the PRC is close to optimal, or at the antisymmetric port, because the interference of the carrier is destructive there. In some cases however, the pickoff can give useful additional information.

Employing the antireflection coatings of the input test masses or light incident on the beam splitter from the SRC is also possible, with the former arrangement giving information equivalent to that obtained by the arrangement depicted in Figure ??? and the latter yielding signals almost identical to those at the antisymmetric port. Another possibility we have considered is placing detector beyond the ETMs, which despite being designed for high reflectivity still transmits appreciable amounts of light. However, the sideband power in the arm cavities is too low to observe substantial interference with the carrier and contaminating the Fabry-Perot cavities with higher levels of RF-sideband light is not a viable option. Finally, flipping the beam splitter such that its reflective side would face the SRM would enable us to pick off light incident from the PRM which has most of the differential information removed and might be useful to sense the PRM and the CITM mode, but this is ruled out by the fact that such a flip would double the thermal load in the beam splitter due to dissipation in the substrate, which is a serious problem for high power interferometers.

In constructing a wavefront sensing matrix from the available information, three basic difficulties have been identified, which do not seem to be strongly correlated, but can each pose serious problems if they appear for a certain set of parameters:

a) The SRM mode usually causes only very weak signals in any detector, which never appear in isolation, but are always accompanied by potentially dominant competitors of the PRM and the common modes. As long as we have any reasonably strong signal from the SRM and our wavefront sensing matrix remains non-singular, this is acceptable, and can be dealt with by placing the SRM at the top of the feedback hierarchy, by letting the servo zero out all the other modes first such that the only remaining signal must stem from the SRM.

b) For certain sets of interferometer parameters, all sizeable signals from the PRM and the CITM modes are degenerate, i.e. they have the same phases and appear in the same ratio. This problem is known from the initial LIGO design and lead to the addition of a non-resonant sideband, which is essentially reflected straight from the PRM and never enters the interferometer, hence being sensitive to misalignments of the PRM only. In Advanced LIGO there is no need for such a non-resonant sideband, as it is made superfluous by the presence of two resonant sidebands in combination with a sensible choice of parameters. In particular, the fact that the higher frequency pair of sidebands has a broad, symmetric resonance (i.e. the upper as well as the lower sideband are resonant), while that of the higher frequency one is narrow and asymmetric (only the upper sideband is resonant), breaks this degeneracy. Having one pair of sidebands present in the SRC to a greater extent than the other also aids this process.

c) Unless we chose our system parameters wisely, the misalignments of the two differential modes will only show up at the dark port, and furthermore the only two significant signals will be exactly degenerate, such that we couldn’t distinguish between the DETM and DITM modes. Given that these modes are the most important ones, because most prone to corrupting sensitivity or causing the interferometer to loose lock, this would be disastrous. We should not be surprised about the fact that we find degenerate signals for interference of the carrier with either of the sidebands. This is because only the TEM10 mode of carrier contains the information about the ETMs, as there is virtually no sideband light in the arm cavities, and for the ITMs the situation is similar. In the latter case there is actually a TEM10 mode of the sidebands being created as they reflect off the ITMs back into the recycling cavities, but this effect is an order of magnitude smaller than contribution from the other surfaces of the ITMs within the arm cavities. Hence all knowledge of the differential modes is contained in the carrier TEM10 light going out the dark port and the sidebands in this case merely serve as a frequency reference to beat that first order mode against, such that it doesn’t make a difference which one we use. This will always be the case at the dark port and the only remedy is to separate out the weaker contribution from the sideband TEM10 by putting it to the bright port, as we will see below. Note that this argument doesn’t apply to the common modes, because here we observe at the symmetric port where in general the common mode signals interfere constructively and due to this constructive interference the TEM10 modes of the sidebands are no longer negligible, such that the degeneracy is broken.

For the 40m prototype, whose system parameters are by and large fixed as it is already being built, we find a reasonably diagonal wavefront sensing matrix which should be sufficient to successfully implement an alignment control scheme. The first wavefront sensor detects the strong signal of the typical combination of differential modes, irrespective of which sideband we use, while the second sensor detects the above-mentioned smaller contribution from the ITMs at the bright port. There is only a weak cross-correlation between the differential modes and the other four degrees of freedom, such that our matrix is almost block diagonal, but the latter group is strongly interdependent with various combinations of the common and the recycling mirror modes showing up at the bright port (and pickoff). The SRM signal is never dominant or isolated, as mentioned in point a). Due to the constraints imposed on the parameters by the fact that mode cleaner has already been installed, limiting our choice of sideband frequencies to a multiple of its free spectral range, and due to the restrictions imposed on the length of the recycling cavities by the existing vacuum envelope, there is the best we can achieve without fundamentally changing the design.

For Advanced LIGO, it is immediately obvious that the current design suffers from the fundamental flaw explained in point c). The differential modes only show up at the antisymmetric port and the only two appreciable signals are exactly degenerate. There is no non-intrusive way to fix this severe problem and even the addition of a third sideband would not cure it. One way out would be to look at the interference between the two sidebands to sense the motion of the ITMs, but this would require a substantial increase in sideband power to enable us to detect this weak signal, which is not desirable. The only remaining option is to change the system parameters such as to be able to detect misalignments in the ITMs at the symmetric port. The reason why this is more of a problem than for the 40m configuration is partly that for the prototype the length of the recycling cavities is appreciable compared to the arm length and hence the Rayleigh

length defined by the arm cavities, such that the sidebands accrue a certain Guoy phase shift within the recycling cavities. Therefore the TEM10 modes propagate through the PRC and SRC in different ways from the TEM00 modes, which leads to wider variety of signals and generally less degeneracy, while this is not the case for Advanced LIGO where the recycling cavities are very short compared to the Rayleigh length. 

In searching for a viable set of parameters for Advanced LIGO, we left the transmission and reflection coefficients of the mirrors untouched, because these determine the power levels in the different cavities, which are optimized for the detection of inspirals of compact binaries and hence determined by astrophysical considerations. Instead we used only those variables that influence solely the control system, but have little effect on the operation of the interferometer as such. In particular, these are the sideband frequencies, the Schnupp asymmetry and the macroscopic lengths of the recycling cavities.

We find that the sideband frequencies are best left at their present values of 9MHz and 180MHz, because as for length sensing this large ratio of sideband wavelengths and their correspondingly different behavior in the recycling cavities seem to aid contrast between different modes and break degeneracies. It turns out that the optimal configuration is somewhat of a compromise that doesn’t comply with all of the strawman design rules (???) outlined in section 2. Firstly, we find that what is required to sense the DITM mode at the symmetric port is an increase of the sideband power of the lower frequency sideband in the SRC up to the point where essentially both sidebands are resonant. This can be achieved by adjusting n in equation (???) such that the length of the SRC approximately support a resonance of the lower pair of sidebands, which entails roughly doubling the length of the SRC. There will always be an integer value for n that satisfies this condition approximately, because the resonance of the 9MHz sidebands is broad in the sense that if we adjust the cavity length microscopically such as to keep the it locked to the carrier frequency, there will a wide range of possible values for its macroscopic length within which the sideband is approximately resonant as well. Secondly, we propose to reduce the Schnupp asymmetry from its current design value of a quarter wavelength of sideband 2 (~0.4m). The reason why it was thought favorable to set the Schnupp asymmetry to this particular value, was that it guarantees that the power in this sideband incident from the PRC is coupled completely into the SRC. However, we find that neither this value, nor the other extreme case, namely coupling none of the higher frequency sideband power into the SRC, which would correspond to a Schnupp asymmetry of a multiple of half a wavelength, is particularly beneficial for alignment sensing. Intermediate solutions, however, give good results, so we propose to choose a value of about an eighth of a wavelength (~0.2m).

We have checked the viability of these changes with regards to length sensing by using Twiddle, a simulation written specifically for that purpose, and found that the length control scheme is not adversely affected.

Table 4 shows the improved wavefront sensing matrix after implementation of the above alterations. Even though the choice of demodulation phases and in some cases even the locations and demodulation frequencies of the sensors differ, the structure of the sensing matrix is rather similar to the one obtained for the configuration of the 40m prototype.

…

Hence for both of the investigated interferometers the control scheme boils down to the hierarchy depicted in Figure ???.

Figure ???: Feedback control pyramid

The differential modes on the one hand and the common and PRM modes on the other hand form two blocks that are only weakly interdependent. They form the foundation of the control system and only when the latter block has been successfully nulled by the servo, can the SRM, which is independent of the differential modes but strongly interlinked with the common and PRM modes, be adjusted.

6. Conclusions

a) Not diagonal, but invertible

b) Pickoff less useful than previously thought

c) Two resonant sidebands sufficient, don’t need non-resonant ones

d) Hierarchy

e) Necessary gain

f) Future research
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8. Appendix - Tables

	
	40m Prototype (Caltech)
	Advanced LIGO

	
	Current Design


	Current Design
	Proposed Design

	Input Test Masses:

T1=T3

R1=R3

End Test Masses:

T2=T2

R2=R4

Power Recycling Mirror:

T5

R5

Beam Splitter:

T6

R6

Signal Recycling Mirror:

T7

R7
	
	

	LPRC

LSRC

L
	
	
	


Table1: Parameters for the 40m prototype and Advanced LIGO. All dimensions are optical lengths.

	Port
	Frequency
	Guoy/(
	RF/(
	DETM
	DITM
	CETM
	CITM
	PRM
	SRM

	Antisym.

Antisym.
	


	130

149
	49

85
	185

104
	106

59.5
	0.4

0.2
	0.5

0.3
	-1.2

-0.7
	0

0

	Sym.
	
	42
	79
	0
	14.7
	2.4
	3.3
	-0.9
	0.3

	Sym.
	
	126
	147
	1.7
	3.5
	58.1
	-1.4
	19.7
	17.3

	Sym.
	
	108
	175
	-0.6
	2.9
	-25.2
	-141
	62.5
	3.4

	Sym.
	
	6
	159
	-0.5
	-0.2
	-19.4
	8.2
	-54.2
	-9.9

	Sym.
	
	98
	47
	0
	-1.3
	0
	18.9
	-5.4
	-10.5


Table 2: Wavefront sensing matrix for the 40m prototype. Significant values are given in boldface, alternatives of comparable merit in small print.  All signal levels are in mW per unit normalized angle per Watt input power.

9. Acronyms

BS

Beam Splitter

CETM

Common End Test Mass

CITM.

Common Input Test Mass

DETM

Differential End Test Mass

DITM

Differential Input Test Mass

ETM 

End Test Mass

ITM

Input Test Mass

LED

Light Emitting Diode

LIGO

Laser Interferometer Gravitational-Wave Observatory

PRM

Power Recycling Mirror

PRC

Power Recycling Cavity

RF

Radio Frequency

SRM

Signal Recycling Mirror

SRC

Signal Recycling Cavity
TEM

Transverse Electromagnetic Mode
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� This arrangement is preferable to a Delay Line Interferometer, in which the different round trip beams are spatially separated, because the maximum size of the mirrors limits the possible number of round trips.


� In a proper quantum-mechanical description these are really two facets of the same fundamental noise, the radiation pressure being the back-action of the quantum fluctuations in the shot noise and thus describing the way in which the measurement disturbs the system to be measured.








� There is no need to control the potential sixths degree of freedom, the common Michelson length (L2+L3)/2, because the operation of the interferometer is invariant under a change in this quantity.


� This is in contrast to the engineering convention, which uses a scattering matrix with both reflection coefficients real and positive, and both transmission coefficients purely imaginary.


� Note carefully that here and in the following sections up to 4.5 we omit, but don’t forget the time dependence of the fields. 


� Twiddle, a package used to calculate length sensing signals, was used to check that we had computed fields in the various cavities correctly, while Modal Model, the program that performed the relevant alignment sensing calculations for the initial LIGO configuration, was used to compare the final results directly for simple cases.





� All relevant LIGO documents are available from the LIGO Document Control Center � HYPERLINK "http://admdbsrv.ligo.caltech.edu/dcc/" �http://admdbsrv.ligo.caltech.edu/dcc/�


� All relevant LIGO documents are available from the LIGO Document Control Center � HYPERLINK "http://admdbsrv.ligo.caltech.edu/dcc/" �http://admdbsrv.ligo.caltech.edu/dcc/�
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