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1 Burst searches 
 
The search for burst GW sources involves several tasks, including: 
 
• Ingestion of data into LDAS. Before the LIGO science run, this can include: 

o Simple simulation of colored data with Gaussian noise. 
o Simulation of real IFO data with E2E, including idealized non-Gaussian noise. 
o Real data from a real IFO taken during an engineering run, suitably scaled to 

mimic data with the expected sensitivity of Initial LIGO, including real non-
Gaussian noise. 

o In any of these cases, data from multiple IFOs must be available, with 
uncorrelated data streams. 

• Pre-processing of data: 
o remove unlocked or questionable stretches. 
o Remove lines and other known artifacts. 
o calibrate and convert to h(t). 
o accumulate running noise spectra.  
o whiten the data stream. 

• Filtering of data to search for event triggers: 
o Initially, The several IFOs will be processed in separate data streams. 
o There are many proposed burst search filter types. Each type has one or more 

parameters; the parameter space is chosen and “tiled” by forming a bank of filters 
with varying parameters. 

o If the output of a filter for a given time segment passes a pre-determined 
threshold, an event is triggered. 

o The single IFO event fake rate is estimated and then directly measured in the data, 
as a function of threshold, using the delayed coincidence technique. 

o The result is a list of triggered events stored in the LDAS event trigger database. 
• Search for event coincidences: 

o Trigger coincidences will be searched for in the several IFO event lists. 
o The coincident event fake rate is estimated and then directly measured in the data, 

as a function of threshold, using the delayed coincidence technique. 
• Simultaneous filtering of multiple IFO event stream segments near coincident events 

to further reduce the fake rate. 
• Model-independent event rates 
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o The cumulative event rate vs. threshold can be converted to a differential event 
rate vs. signal hrms within the (detector-dependent) IFO sensitivity bandwidth. 

o This in turn can be converted to an upper limit on the differential event rate vs. 
signal hrms, in the presence of coincident fake event background. 

o Since the IFO bandwidth is not well defined, this can be done in bandwidth 
intervals. Integrating over hrms > hthreshold, we can get an upper limit on differential 
event rate vs. GW frequency interval, along with a (detector-dependent) plot of 
hthreshold vs. GW frequency interval. 

• Test of filter sensitivity using models of sources: 
o There exist several types of source models with specific waveforms. 
o These waveforms can be injected into the data at random times. 
o The data can then be filtered, and triggered event lists created. 
o The efficiency for detecting (triggering on) each event can be measured, as a 

function of filter threshold, for each filter. 
o The average source detection efficiency over many events of a given source 

model can be determined as a function of filter threshold. 
o This can be converted to the efficiency as a function of source distance. 
o By changing the filter threshold and/or any other adjustable parameters of the 

filter (such as time-frequency window size), one can optimize the coincident 
event fake rate and source detection efficiency. 

• Presentation of the results: 
o Model-independent but detector-dependent results. 
o Model-dependent results. 
o The time of arrival of putative GW events above threshold is of interest, for 

correlation with external noise sources or other astrophysical detectors. 
• Evaluation of the results: 

o We wish to compare the performance (model-independent upper limit on the 
differential event rate vs. signal hrms, or model-dependent upper limit on the 
differential event rate vs. source distance) of different types of filters. 

o We wish to optimize the parameters of specific filter types, and optimize the 
parameter space tiling. 

o We wish to test algorithms for removal of non-Gaussian identified noise sources. 
 

1.1 General Comments 
• We will want to use the LDAS computing system wherever possible. 
• We are describing a proposal for work to be accomplished before the LIGO 

science run; i.e., it uses simulated or low sensitivity real IFO data, and we do not 
expect there to be any real GW signals in it. 
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2 Burst search filters 
 
We are interested in testing and evaluating many of the burst search filters that have been 
proposed, and developing new ones for better performance and to target particular 
sources of interest.  Several burst search filters that have been studied are listed below. 
 
• Excess power statistic1  

o Duration ∆t (or Nbins), bandwidth [fstart,fend], window time-step, SNR threshold 
• Time-frequency method2 

o Time-frequency window  
• Linear fit filter3 

o Time window 
• Autocorrelation filters4 

o Time window 
• Ringdown filter5 

o Center frequency and Q, or mass and spin 
• Peak correlator4 

o Pulse width 
 

2.1 Filter parameters 
 
Each type of burst filter has parameters. In all cases, one of the burst filter parameters is 
the start time tstart. Most (all?) others also include burst duration ∆t (or Nbins) as a 
parameter. Some also include an explicit frequency bandwidth (The set [tstart,. tstart,+ ∆t], 
[fstart,fstart+∆f] is called the “time window”); else, the (ill-defined) detector effective 
bandwidth is implicit. All include some event trigger (SNR) threshold, which in general 
will be a function of the filter type and the filter parameters.  
 

2.2 Filter template banks 
 
Different filter parameters have different sensitivity to burst sources. A family (“bank”) 
of filters with varying parameters (eg, varying burst duration ∆t) will be applied to the 

                                                 
1 W.G. Anderson et al., “An excess power statistic for detection of burst sources of gravitational radiation”, 
gr-qc/0008066 (2000). 
2 W.G. Anderson et al., “Time-frequency detection of gravitational waves”, gr-qc/9905023 (1999). 
3 T. Pradier et al., “An efficient filter for detecting gravitational wave bursts in interferometric detectors”, 
gr-qc/0010037 (2000). 
4 N. Arnaud et al., “Triggers for the detection of gravitational wave bursts”, gr-qc/9903035 (1999). 
5 J.D.E. Creighton, “Search techniques for gravitational waves from black-hole ringdowns”, gr-qc/9901084 
(1999). 
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data. The multi-dimensional parameter space will be “tiled” by the filter template bank, 
by 
• Defining a metric in the parameter space (if multi-dimensional). 
• Choosing a finite number of discrete points in the parameter space, each defining a 

filter template. 
• Requiring that a burst with parameters (e.g., duration) lying between the discrete 

points has some low probability (say, 5%) of being detected (relative to a burst with 
parameters exactly matching a filter template. 

• Optimize the above requirement relative to the cpu cost of passing the data through 
many templates in a template bank. 

 
We will want to optimize this tiling, for each filter type. 
 
For some filter types, there is only one parameter (usually the time window ∆t which may 
not be the same as the burst duration). For some of these filter types, it may be that 
choosing one largish time window (e.g., 10 msec) provides good detection efficiency for 
all bursts with durations less than this time window. In such cases, the filter template 
bank may consist of only one filter. This of course depends on the source, and is thus 
model-dependent. We will want to test such filters with a variety of source models. 

2.3 Data processing through filters 
 
The data will be processed through the filter template banks in time chunks  (eg, 1 second 
frames consisting of 16,384 ADC values). It is assumed [???] that the largest burst 
duration ∆tmax in the filter template banks is significantly smaller than the data time 
chunks (eg, ∆t may range from 1 msec or 16 bins, to 100 msec or 1600 bins). Thus, each 
time chunk [is there a better term??? “Window” is often used for duration ∆t] can be 
scanned over many sliding time windows; one need only overlap the data time chunks by 
an amount ∆tmax. 
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2.4 Filter output (event lists) 
 
The output of a particular filter template (type and set of parameters) for some sample of 
data from a single IFO will be a list of triggered events, which will be stored in the LIGO 
LDAS meta-database (Single IFO burst candidates, SNGL_BURST).  
 
This database contains: 
• The IFO whose data stream triggered the event 
• Start time tstart  
• duration ∆t,  
• central frequency f0 
• bandwidth ∆f 
• signal strain amplitude hrms 
• signal-to-noise ratio SNR 
• event trigger confidence 
• Filter template ID 
 

2.5 Multi-trigger events 
 
A sufficiently large single burst event (in one IFO data stream) is likely to trigger more 
than one filter template. A process and algorithm must be developed to recognize this and 
merge multiple triggers into a single triggered event with inclusive [tstart, tend], SNR. 
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3 Single IFO event rates 
 

3.1 Thresholds and fake rates 
 
Using data streams in which it can be safely assumed that no GW is present (simulated 
data or data from IFOs with poor sensitivity), we can measure the single-IFO fake event 
rate directly from the data, as a function of SNR threshold. An example is in Figure 1 
from Ref. 6. 

 
Figure 1: Events vs. SNR threshold from 25 hours of 40m data, from Ref. 6 

 
Where possible, this distribution can be compared with predictions assuming Gaussian 
noise, as in Figure 2 from Ref. 5. 
 
The goal is to set a SNR threshold which minimizes the single-IFO fake event rate, and 
thus the multiple-IFO coincident fake event rate, while keeping detection efficiency high. 
This optimization depends on the filter type, filter parameters (such as duration or time 
window ∆t), the number of coincident IFOs required, the coincidence time window, and 
ultimately, on the experimenter’s tolerance for fake event rate (e.g., one fake event in 10 
years). The optimization also depends on whether we are aiming for the best upper limit 
on event rates (the null hypothesis) or for the best detection probability (for the positive 
hypothesis). The results of this optimization for each filter yields a point in the space of 
fake rate vs. detection efficiency (for a given source model). We can then directly 
compare the performance of different filter types and parameter tilings. This will be 
discussed in more detail, below.  
                                                 
6 B. Allen et al., “Observational limit on gravitational waves from binary neutron stars in the galaxy”. Gr-
qc/9903108, LIGO Note P990019 (1999). 



LIGO-T0100xxx Page 7 of 17 12/14/00 

 
Figure 2: False trigger rate vs SNR threshold for ring-down templates applied to 25 hours of 40m 

data; from Ref. 5. 

 

3.2 Event triggers versus time 
 
The time of arrival of putative GW triggered events above threshold is of interest, for 
correlation with external noise sources or events from other astrophysical detectors. A 
plot of such a distribution is shown in Figure 3 from Ref 8. 

 
Figure 3: A time series of events with SNR above some threshold (converted to equivalent hrms within 

the detector bandwidth) during a long run with the Allegro bar detector; from Ref. 8. 
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4 Coincidences 
 
The criteria for the discovery of GW bursts requires their coincident detection in multiple 
IFOs (such as the 3 LIGO IFOs). Thus, this working group must consider multiple IFO 
data streams, either through independent simulations, or by chopping up a single IFO 
data stream in time, into two or three independent samples which we pretend to be 
coming from separate IFOs. 
 
One way to search for coincidences is to apply burst filters to multiple data streams 
simultaneously. This would require considerable computing bandwidth and data handling 
complexities, and could not be done close to real-time data taking. An obvious alternative 
is to apply the burst filters to each IFO data stream independently, identify single-IFO 
event triggers (tolerating significant fake rates), insert these into the meta-database, 
search for (loose) near-coincidences amongst the event triggers in the database, and then 
(optionally, off-line) apply the burst filters to the multiple data streams in the vicinity of 
the coincidence (within ∆tcoinc), simultaneously. It seems likely that this will be the 
approach taken in LIGO [???]. 
 
The probability of fake coincidences can be reliably determined from the data by 
studying coincidences with a delayed coincidence window (an offset applied to ∆tcoinc). 
This is illustrated in Figure 4 from Ref. 8. 
 
 

 
Figure 4: number of coincidences between events passing some SNR threshold in two bar detectors 

(Allegro and Explorer) as a function of time delay; from Ref 8. 

 
From such studies, it is possible to determine the estimated fake coincidence rate directly 
from the data, and compare with predictions assuming Poisson statistics, as in Figure 5 
from Ref. 8. 
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Figure 5: Distribution of number of coincidences between events passing some SNR threshold in two 

bar detectors (Allegro and Explorer) with different time delays; from Ref 8. 

 
We will want to consider what we want to do when only 2 of the 3 LIGO detectors 
register a coincidence (when the third IFO is offline, and/or when it is not). 
 

4.1 Coincident data processing 
 
When a coincidence is found, we may want to do further processing to suppress fakes, 
such as: 
 
• Tightening the coincidence time window (e.g., ±10 msec flight time between 

detectors to within, e.g., ±1 msec). 
• Requiring similar duration, signal strength (e.g., require ½ ratio for H2K/H4K). 
• Additional filtering of combined interferometer data in large time windows around 

event coincidences. 
 
This can be used to further reduce the fake rate, require commensurate SNRs from the 
individual detectors, establish goodness-of-fit to a waveform hypothesis, etc. It can be 
used to better establish the measured signal duration and bandwidth. 
 

4.2 Coincident fake rate 
 
Assuming the null hypothesis (no real GW signals in the data), the time-delay method 
can be used to measure the coincident fake rate as a function of individual IFO SNR 
threshold, and compare with expectations using Gaussian and Poisson statistics (the 
multi-IFO analog of Figure 2. 
 
These thresholds must be chosen for each filter type and each filter template (with 
specific parameters). Presumably, simplifying assumptions can be made to permit the 
choice of thresholds for an entire bank of templates in one go. 
 
If it is possible to convert the SNR threshold to an equivalent strain hrms-thresh over some 
well-defined bandwidth (or the entire IFO bandwidth), then one can plot the fake event 
rate versus that quantity. 
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5 Model-independent representations of the event rate 

5.1 Upper limits on the event rate 
 
The observed coincident event rate for some multi-IFO data set (and some set of filters 
with well-defined bandwidth and pre-determined SNR threshold) can be tested against 
the estimate of the fake coincident event rate from the time-delayed coincidence analysis, 
and a probability for the null hypothesis (no GW signal) obtained using Poisson statistics. 
 
Under the null hypothesis, these numbers can be converted to an upper limit on the GW 
event rate. Several methods exist, as discussed, for example, in Ref  7. This can be done 
as a function of  SNR threshold or equivalent strain threshold hrms-thresh. An example of 
the result is in Figure 6 from Ref. 7. 
 

 
Figure 6: Upper limits on GW burst event rates vs strain threshold h, from Ref 7. The two curves 

correspond to two different statistical methods for evaluating the upper limit. 

 
An example of this technique in action, for real coincidences between (narrow-bandwidth 
∆f) bar detectors using filters of ∆t  = 3 msec duration, is in Figure 7 from Ref. 8. 

                                                 
7 P. Astone and G. Pizzela, “On upper limits for gravitational radiation”, gr-qc/0001035 (2000). 
8 P. Astone, et al. “Search for gravitational radiation with the Allegro and Explorer detectors”. Phys. Rev. D 
59, 122001 (1999). 
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Figure 7: Upper limit on events/day vs. strain amplitude hrms (within detector bandwidth) from 

coincidences between Allegro and Explorer bar detectors, from Ref. 8. 

 

5.2 Frequency band dependence 
 
Once again, such upper limits can be made for different bandwidths (e.g., the full detector 
bandwidth, or well-defined sub-intervals). Note that Ref. 7 is concerned with narrow-
bandwidth events from bar detectors. For IFO detectors, many different frequency bands 
[fstart, fend] or [f0, ∆f] can be considered for the detector and the filters.  
 
One way of representing the frequency dependence of the detector sensitivity and of the 
upper limits is with a pair of plots. The first would illustrate the detector sensitivity vs. 
frequency by plotting hrms-thresh in bins of frequency, as evaluated using simple finite-
bandwidth filters. The second would plot the observed upper limit on the event rate in 
that frequency bin, as established using those filters. [I have not seen such a plot in the 
literature].  
 

5.3 Time dependence 
 
At each small bin in time over a long data run, one can measure the number of coincident 
events selected by a filter of given duration ∆t, bandwidth ∆f, as a function of strain 
threshold hrms-thresh. One can also estimate the fake coincidence rate for that strain 
threshold, using the delayed-coincidence technique. One can then adjust hrms-thresh so that 
the probability that fake coincidences can produce the observed number of coincident 
events (or less) is, say, 95%. This then is the 95% CL upper limit on hrms during that time 
bin. The result might look like Figure 8 from Ref. 9 (bar detector network). Once again, 
for IFO detectors, the result will depend on the bandwidth of the detector and the filters. 
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Figure 8: Upper limit at 95% CL upper limit on hrms from coincidences between as many as five bar 

detectors in the IGEC network, from Ref 9.

                                                 
9 Z.A. Allen et al. (IGEC Collaboration), “First search for gravitational wave bursts with a network of 
detectors”, astro-ph/0007308 (2000). 
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6 Source Models 
 
All of the above “model-independent” results do indeed depend, on the detector 
bandwidth (or some chosen frequency band for which the burst filter is efficient); they 
are “detector-dependent” or bandwidth-dependent.  
 
To make further progress, one must consider some model of burst sources, however ad 
hoc. This will allow us to evaluate the detection efficiency for some modeled source 
(with some particular frequency spectrum) as a function of distance to the source. It 
allows us to move away from the dependence of the result on the detector bandwidth, and 
closer to results of interest for specific astrophysical sources.  
 
Models of sources allow us to tune and optimize the filter templates and their tiling. It 
also allows us to compare the performance of different filter types.  
 

6.1 Classes of models 
 
Some models that have been used in the evaluation of burst detection analysis techniques 
include: 
 

• A catalogue (more precisely, a menagerie) of simulated supernova (SN)  
waveforms. A catalogue of 78 waveforms for core-collapse SN at 10 kpc has been 
assembled from simulations by Zwerger and Müller10, and their waveforms are 
available on the web. Their amplitude and frequency band are illustrated in Figure 
9. 

                                                 
10 T. Zwerger and E. Müller, Astron. Astrophys. 320, 209 (1997); http://www.mpa-
garching.mpg.de/~ewald/GRAV/grav.html. 
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Figure 9: The amplitude and frequency band for a catalogue of 78 waveforms for core-collapse SN at 

10 kpc from simulations by Zwerger and Müller10.  

• A tiled bank of black hole ringdown waveforms, with tiling chosen to span 
interesting parameter space (f0 and Q, or equivalently, mass M and reduced spin 
a) while keeping 90% of the SNR at the edge of tiles due to mismatched 
templates. The amplitude for these sources depends on the black hole spin or 
ringdown quality factor Q, the distance to the source, and the fraction ε of the 
total mass-energy of the hole radiated in GWs. Each such waveform has a well-
defined bandwidth [f0, ∆f]. Described in Ref. 5 and illustrated in Figure 10.  

 

 
Figure 10: Ringdown waveforms from Ref 5. 
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• For signals with well-defined duration, one can use (for example) a tiled bank of 
Gaussian pulses of the form exp(-t2/2τ). Here, the distance to the source is 
meaningless. 

 

6.2 Detection efficiency 
 
For each type of source, one can plot the detection efficiency, or false dismissal rate 
(which is 1-efficiency), as a function of distance to the source (for a pre-determined SNR 
threshold or single-IFO fake rate). This is illustrated, for the case of the SN catalogue 
from Ref. 10 injected into colored Gaussian noise and filtered through the Linear fit filter 
of Ref. 3, in Figure 11.  
 

 
Figure 11: Average detection efficiency for waveforms from the SN catalogue from Ref. 10 injected 

into colored Gaussian noise and filtered through the Linear fit filter of Ref. 3. 

 
The detection efficiency can be evaluated versus the SNR threshold for a particular filter 
bank (which determines the fake rate), as illustrated in Figure 12 from Ref. 5. 

 
Figure 12: The detection efficiency for black hole ringdown waveforms at 50 kpc (injected into real 

40m data)  as filtered through ringdown filters of varying SNR threshold, both for single-IFO search 
and two-IFO coincidence. From Ref. 5. 
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By varying the SNR threshold, one can plot the detection efficiency (for sources at fixed 
distance) as function of the false alarm rate. This is illustrated in Figure 13 from Ref. 3. 
 

 
Figure 13: False dismissal probability (= 1 - detection efficiency) for SN waveform signals at fixed 

distances injected into colored Gaussian noise, as filtered with the linear fit filter of Ref. 3. 

 

6.3 Source-dependent limits versus time 
 
The time of arrival of putative modelable GW events above threshold is of interest, for 
correlation with external noise sources or events from other astrophysical detectors. For 
large time bins (e.g., an hour) during a long data run, the SNR threshold can be adjusted 
to achieve a desired false coincidence rate. For that SNR threshold, the detection 
efficiency can be calculated as a function of distance to a modeled source. The effective 
distance for which a modeled source could be detected with, say, 50% probability can be 
calculated. The resulting plot might look like Figure 14 from Ref. 6. 
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Figure 14: Effective distance to binary inspiral event (injected into 40m data stream) with some fixed 

SNR threshold as a function of time during the 1994 data run. From Ref. 6. 

 
For each such time bin, the number of observed coincident events can be plotted (as in 
Figure 3). It can then be compared with the expected number of false coincidences 
(determined using coincident time-delay analysis). If the probability of the expected 
number of events equaling or exceeding the observed number is small, a GW detection 
has been made. If that probability is not small, then the result is consistent with the null 
hypothesis, and one can evaluate a lower limit on the source distance to any sources 
during that time bin. 
 

6.4 Optimization of thresholds and parameters 
 
As mentioned above, one can optimize the SNR thresholds for banks of filters, trading off 
coincident fake rate with detection probability or source distance reach. This involves 
choosing a desired point in a plot like Figure 13. Similarly, one can tune the filter 
template parameters and tiling, guided by these figures of merit. 
 

6.5 Comparison of different filter types 
 
Similarly, one can compare the performance of different filter types (c.f. section 2), using 
the coincident fake rate and detection efficiency for a modeled source as figures of merit. 
It would not be surprising if different filters performed better on different source models.  
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